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Factor analysis is used extensively in the construction of psychometric 

scales. It may appear to be a mathematically precise and objective 

technique, but it involves many subjective choices and its results 

require subjective interpretation. Factor interpretations are 

hypotheses that should be tested, yet often are accepted simply on the 

basis of post hoc expert judgment. Untested judgments about the 

meaning of factors sometimes result in mislabeling of published scales 
and misinterpretation of research findings. This article cites several 

such cases to illustrate the need for testing factor interpretation  

hypotheses and the difficulty of doing so without bias. Techniques for 

generating and testing such hypotheses are then reviewed. 

 

Factor analysis, when employed properly in the construction of 
psychometric scales and research instruments, facilitates selection of 

scale items and development of instruments that measure clear, 
independent dimensions. Yet factor analysis is a technique full of 

pitfalls and subjective decisions. Even in the hands of experienced, 

knowledgeable users its results may be difficult to interpret or 

replicate. Factor analysis frequently reveals unexpected dimensions in 
a set of scale items, leaving the researcher to interpret them. This may 

produce useful new constructs, but it may also result in publication of 

scales that lack theoretical foundation.  

Numerous authors have warned about potential pitfalls in factor 

analysis (Armstrong 1967; Armstrong & Soelberg 1968; Comrey 
1978; Gould 1982; Guilford 1952; Nunnally 1978; Schwab 1980; 

Stewart 1981). Nevertheless, misapplications and misinterpretations 

continue to plague researchers and elude the detection of referees. 
Consequently, research reports that exhibit obvious errors in the use of 

factor analysis continue to be published. Publication of contaminated, 

invalid, or mislabeled psychometric scales leads to further errors by 
researchers and practitioners who employ them. 
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TECHNICAL PROBLEMS 

A user of factor analysis must be prepared to answer many 
technical questions: Is my data set appropriate for factor analysis? That 

is, have I captured the desired dimensions in my variables, is the range 
of each variable broad enough, is the distribution of each variable 

reasonably normal, are the relationships among variables sufficiently 

strong, and is my sample size large enough? Should I use Q technique, 

R technique, or some other mode? How many factors should be 
extracted? Should I choose orthogonal or oblique rotation? 

Fortunately, tests have been developed to aid the analyst in many of 
these decisions. Statistical software packages provide tests for the 

normality, skewness, and homoskedasticity of variable distributions. 

Cattell's (1966) scree test may be used to determine an appropriate 
number of factors. Kaiser's (1970) measure of sampling adequacy is 

available in some statistical packages to test the appropriateness of a 

correlation matrix for factor analysis. 

The question of whether to use orthogonal or oblique rotation is 

intimately related to the researcher's assumptions about the variables 
being measured. If the constructs or dimensions represented by a set of 

items are assumed to be independent, then orthogonal rotation is 

appropriate. For dimensions within a given construct, however, it is 
often more reasonable to assume that they are correlated. For instance, 

there is reason to suspect that the various elements contributing to role 

stress, such as conflicting role definitions, ambiguous definitions, and 

overload, are not independent of one another. (For example, if 
conflicting role definitions are ambiguous, the conflict will not be 

perceived). In such cases oblique rotation should be employed. In 

exploratory factor analysis, the best advice is to try it both ways, 
looking for the rotation that gives the simplest, most clearly 

interpretable results. 

 

RELIABILITY AND VALIDITY 

Once the analysis is performed and factors are derived, additional 

questions arise. Do the factors coincide with a priori assumptions about 
dimensions within the items? Are the factors stable over time and with 

other populations? What is the common core of meaning among the 

items loading most strongly on a factor? 

To be useful, psychometric factors must be reliable and must 
validly represent an important construct. Reliability of factors has to do 
with their stability over time and different populations. Reliability is 

particularly difficult to achieve in psychometric scales because, as 

previously noted, the factors reflect cognitive dimensions. Before 

publishing a scale or using it in research, the constructor should obtain 
several sets of responses from a range of populations with whom the 

scale might be used, as well as responses from the same population 

over a time interval. The factor structure and set of items loading on 
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each factor should be reasonably similar from one sample to another. 

Harman (1976) provides a test of congruency of factors from different 
samples. Interpretation of a factor that lacks congruency from one 

sample to the next is highly suspect. 

Unfortunately, because of the exigencies of time and the large 
samples required, reliability is often inadequately tested. Indeed, factor 

analysis may exacerbate the problem by facilitating the proliferation of 
new scales, rather than encouraging replication with existing scales. 

For instance, although Ives, Olson, and Baroudi (1983) attested to the 

careful construction and validation of the information-system user 
satisfaction scale published by Bailey and Pearson (1983), Ives et al. 

then employed factor analysis to construct a shorter version, as did 

Miller and Doyle (1987). A similar proliferation of scale versions and 

adaptations has occurred in role stress research. Each new version 
requires its own testing for reliability and validity, and decreases the 

probability that the original scale will be used and retested for stability. 

Validity has to do with whether a scale measures what it is 
supposed to measure. Three forms of validity are usually examined: 

content validity, external (or predictive) validity, and construct 
validity. Each of these forms is relevant to proper interpretation of 

factors. 

Content validity implies that a scale measures all aspects of the 
attribute it is supposed to measure. For example, the content of a factor 

may be greatly influenced by whether items are included that measure 
both positive and negative aspects, or only positive aspects. When a 

factor emerges with only a single item loading strongly on it, this may 

suggest a dimension that is inadequately represented among the items. 
The possible effects of restriction of content will be discussed later 

with respect to scales measuring role stress, leader behavior, and social 

attitudes. 

External validity implies that a scale agrees with other independent 

measures of the same attribute. The fidelity coefficient (Drasgow & 
Miller 1982) may be used to test whether the correlation between two 

scales is strong enough that they could be measuring the same 

attribute. Labeling of a scale is greatly facilitated when it correlates 

highly with another validated scale. 

Psychometric scales measure constructs. A construct is not directly 
observable; it is used to explain behavior or other observable 

phenomena. Construct validity means that a scale shows the expected 

relationship to a construct that it is supposed to measure. If the scale is 

supposed to measure satisfaction, it should produce a high score when 
satisfaction is assumed to be high. When there are well-established 

relationships between constructs, the scale should also display the 

expected relationships to other measures. This aspect of construct 
validity is often applied to interpretation of factors within a scale that 

represent dimensions or subscales of a complex construct. 
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Researchers are often reluctant to spend the time to test their factor-

interpretation hypothesis or to validate their scales properly. Some 
researchers appear to subscribe to the fallacy that factor analysis 

provides validation of their scale interpretations. For example, Miller 

and Doyle (1987:109) asserted that finding “intuitively sensible” 
factors within their scale of information-system user satisfaction was 

evidence of the construct validity of that scale, incorrectly citing 

Kerlinger (1973) as authority. Furthermore, as subsequent examples 

will show, even careful attempts at validation may be vitiated by the 
desire of the researcher to obtain a particular result. 

 

CONFIRMATORY AND EXPLORATORY ANALYSIS 

Factor analysis may be employed in two ways: to test hypotheses 
about the relationships among variables; and to explore sets of 

variables for underlying dimensions or structure. The first use is 

relatively straightforward. If a set of items is predicted to contain 
certain cognitive dimensions or factors having specific relationships to 

each other (e.g., independence), factor analysis may be used to confirm 

or disconfirm this internal structure. Programs such as LISREL aid 

confirmatory factor analysis by providing statistical tests of the fit 
between a model of the hypothesized factor structure and factors found 

in a set of data (Jöreskog & Sörbom 1982; Sörbom & Jöreskog 1976). 

Responses from a set of psychometric scale items are likely to contain 
so much common variance, however, that the correlation matrix may 

be ill-conditioned and LISREL may be unable to produce the desired 

tests. 

Confirmation of factor structure is useful but tells us little about the 

meaning of the factors. Let us examine why that is so. When a 
researcher constructs a set of items to measure a particular behavioral 

construct, he or she is assuming that people will respond to that 

construct and not some other. Administering the set of items and 
subjecting the results to factor analysis does not test that assumption, 

but merely transfers it to the stage of factor identification. If a factor 

appears to correspond to the intended construct, the researcher 

continues to assume that the items loading strongly on that factor 
measure that construct, and the factor is labelled accordingly. Even the 

use of LISREL for purposes of confirmatory factor analysis does not 

validate the assumption. LISREL may confirm the structure of a factor 
but does not test or validate the label given to it. As will be shown, 

there may be more than one reason for emergence of a given factor 

structure. 

Factor analysis may also be used to explore the perceived 
dimensions in a set of items. In exploratory research with no a priori 
assumption, both the number of factors and their meanings are 

unknown. The interpretation given to a factor is a post hoc judgment 

about the common element to which respondents react in the items that 

load strongly on that factor. 
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Kerlinger (1973) argues that exploratory factor analysis is a tool for 
establishing construct validity, because it defines each factor 

(construct) in terms of its relationship to other factors (constructs). 
That is true if the set of items in a factor is regarded as a working 

definition of a construct, but it does not validate any label or 

interpretation placed upon that factor. Only by generating and testing 

hypotheses about the common core of meaning among the items in a 
factor can its label or interpretation be validated. 

Whether there is an a priori assumption or not, the researcher uses 
expert opinion to form a hypothesis about the meaning of a factor, i.e., 

the common dimension in the set of items that load strongly on the 

factor. That should not be the end of the process, but often it is. The 
hypothesis is simply treated as fact, perhaps with some cautionary 

admonitions. Yet, as Kerlinger says: 

It is easy to name a factor and then to believe there is a reality 
behind the name. But giving a factor a name does not give it reality. 

Factor names are simply attempts to epitomize the essence of 
factors. They are always tentative, subject to later confirmation or 

disconfirmation (1973: 688). 

Even if researchers are aware of problems presented by factor 
labeling, there is a paucity of advice on how to correct them. The main 

thesis of this paper is that factor labels are hypotheses which should be 
tested before the labels are accepted and used. To emphasize the 

importance of the problem, we will examine pitfalls of factor 

identification or interpretation as illustrated by several published 
studies. Procedures for avoiding these pitfalls will be reviewed and 

illustrated. Special emphasis will be put on methods of developing 

alternate factor interpretation hypotheses and testing them. The 

methods reviewed here are not highly technical, and some can easily 
be employed post hoc to test the validity of scale labels in existing 

instruments. 

 

AVOIDING PITFALLS OF FACTOR INTERPRETATION 

After factors have been derived from a data set, they must be 
identified (in terms of a priori dimensions) or interpreted (if factors fail 

to match a priori dimensions or there are no a priori assumptions). 
Researchers have few guidelines or rules of thumb to aid them in 

making these decisions, and the guidelines that exist may not prevent 

biased labeling. 

Interpretation of factors is particularly difficult in psychometric 

scale construction. The set of items being factored typically consists of 
responses to a large number of sentences or complex phrases. Such 

items contain multiple cues for respondents. Furthermore, responses to 

these items involved perceptions, attitudes, and judgments. The factors 
derived from these responses reflect cognitive dimensions within the 
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items, rather than objective dimensions. The cognitions of respondents 

may not match those of the scale constructors. This point is seldom 
mentioned in texts on factor analysis, where the examples usually 

involve factoring of objective measures or test scores. 

A simple and oft-used method of interpretation is to label a factor 
according to the essence of the item(s) that load most highly on it. 

Greenhalgh, Neslin, and Gilkey employed this method to label ten 
factors extracted from 31 personality variables, reporting that “the ten 

factors were easy to interpret” (1985: 23). Such ease of labeling is not 

surprising. As Armstrong and Soelberg (1968) demonstrated, easy-to-
name factors among personality traits can be obtained from randomly 

generated data! 

Personality traits are notoriously easy to group into “meaningful” 
factors. Even a cursory examination of the factor structure published 

by Greenhalgh et al. (1985) reveals reasonable interpretation altern-
atives for at least half of the factors. For example, measures of 

perspective taking, management of stress, and self-esteem had loadings 

of .62, .48, and .47, respectively, on their Factor 6, which they labeled 

“Empathic.” Yet a measure of empathic concern loaded only .10 on 
this factor. “Stable” might be a reasonable alternate hypothesis for the 

interpretation of Factor 6. Or try your own. 

Since this was a case of exploratory factor analysis, albeit in an area 
that has already been explored many times before, the labels attached 

to the factors might have little consequence. They are simply 
hypotheses to be tested. Unfortunately, the authors of the study did not 

test them, but simply used the factor labels to draw further conclusions. 

 

STATING A PRIORI HYPOTHESES 

To test factor validity, Armstrong and Soelberg recommended that 
researchers “specify at least one dependent variable which the factor 

analysis was designed to help explain or predict” (1968: 364). In other 
words, researchers should state a priori hypotheses about the expected 

factors and their interpretations, rather than engaging in post hoc 

judgment. To test these hypotheses, researchers might include items in 

the factor analysis that directly express the intended meaning of each 
scale, in order to determine whether these key items load strongly on 

the expected factors. The following study illustrates that this method is 

not foolproof, however. 

Sullivan, Peterson, Kameda, and Shimada (1981) wished to 

construct a scale to measure neutral observers' expectations of future 
trust to be found in a relationship between Japanese and American 

partners in a joint venture. They began by adapting ten items from 

Rotter's (1967) scale of interpersonal trust, to which they added an 
item referring specifically to the likelihood of future trust between the 

two partners. Responses from Japanese and American observers were 
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analyzed separately and a single factor was found and extracted from 

each sample. 

Unfortunately, the item inserted to identify the factor as “trust” 
received only the sixth highest loading (.52) in the American sample 

and fourth highest (.57) in the Japanese sample. Although these 

loadings are high enough to satisfy the usual standard for inclusion of 

the item in the factor, other items came closer to expressing its central 
core. Further evidence of a problem lay in the fact that, although all of 

the items were supposed to measure trust, three of them loaded very 

weakly (-.10) to .23) in both samples on the single factor. “Expectancy 
of good relationship” had the highest loading in both samples (.76 and 

.85 respectively), and might reasonably have been hypothesized as a 

label for the factor. 

Sullivan et al. ignored the warning signal given by their validity test 
and proceeded to label the scale “Trust.” Their reasoning was that the 
items “were derived from prior theoretical and empirical studies of 

interpersonal trust. Thus, the [items] were supposed to measure trust 

and nothing else” (Sullivan et al., 1981: 810). But the domain of 

Rotter's (1967) scale is self-perception of respondent's own current 
general disposition toward trust or distrust of a variety of objects, not 

expectancy of specific future trust in a relationship between two other 

people. The two domains are so disparate that evidence of the validity 
of one scale cannot properly be cited as support for the other. Indeed, a 

more careful and complete labeling of Rotter's scale might have 

avoided an overgeneralized interpretation of it. 

Does it matter whether Sullivan et al. (1981) labeled their scale 

“trust” or “expectancy of good relationship?” Yes, because the label 
led to a probably inaccurate conclusion in a later study. Sullivan and 

Peterson (1982), employing the scale, found that “trust” was 

significantly related (p <.01) to an experimental manipulation of 
anticipated good interpersonal relationship between partners. The 

authors interpreted this result as a confirmation of the hypothesized 

relationship between two different variables, trust and good 

relationship. Had they not already assumed that their scale measured 
trust, however, they could have interpreted their findings as validation 

of the “expectancy of good relationship” interpretation of their scale. 

A lesson to be learned from this case is that desire to see a 
particular meaning in a factor can overwhelm even a relatively 

objective test of that interpretation. When loadings on a factor seem 
close to reflecting an expected dimension, there is a tendency to 

interpret the factor as that dimension without considering other 

possibilities. A priori specification of alternate hypotheses might help 
to guard against this source of bias. 
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CONSIDERING ALTERNATE HYPOTHESES 

Fortunately, the Sullivan et al. “trust” scale has not been employed 
extensively in subsequent research. A much more widespread problem 

was caused by the popular role stress scales developed by Rizzo, 
House, and Lirtzman (1970). Rizzo et al. constructed a large number of 

items to measure several dimensions of role stress, but factor analysis 

revealed only two major factors in the items. Nevertheless, the 

researchers saw sufficient similarity between those factors and two of 
their expected dimensions, role conflict and role ambiguity, to label the 

factors accordingly. 

An obvious alternate explanation of the factors lay in the wording 
of the items. Most of the “role conflict” items indicated stress, whereas 

most “ambiguity” items reflected comfort. Tracy and Johnson (1981) 
were able to show by means of analysis of variance of the published 

data that the wording of the items to describe a stressful or comfortable 

situation, not conflict and ambiguity, accounted for most of the 
variance (omega2=.61 and .56, respectively) in the factor loadings. 

Apparent correspondence of the two factors to conflict and ambiguity 

was an artifact of the wording difference. The key to testing the 

interpretation of the factors was awareness of an alternate hypothesis. 

House, Schuler, and Levanoni (1983) attempted to develop new 
scales of role conflict and ambiguity that were not confounded with 

stress/comfort wording differences or with self/other attribution, 

another contaminant of the original scales (Tracy & Johnson, 1983). 

The strategy of House et al. was to validate the original Rizzo et al. 
(1970) scales by showing that they correlated highly with valid, 

unconfounded scales measuring the same constructs. 

House et al. (1983) wrote 49 new items so that there would be items 
in each of the eight cells (2 X 2 X 2) defined by the three dimensions. 

To establish validity they asked a panel of six experts to sort items 
according to the three dimensions, and used only 33 items on which at 

least five experts agreed for all dimensions. If factor analysis sorted the 

items along the same three dimensions, this would be confirmation of 
predictive and construct validity.  

Factor analysis and rotation of responses to these items from 272 
employees yielded 4 orthogonal factors. Factor 1 consisted entirely of 

a priori role ambiguity items, rather evenly divided with respect to the 

stress/comfort and self/other dimensions. Thus it was reasonable to 
dub this factor “role ambiguity.” Yet Factor 2, identified as “role 

conflict,” was still totally confounded with stress wording and heavily 

loaded with attribution to others. 

House et al. tried to explain this result by arguing that role conflict 
“may be better thought of as only a stressful condition caused by 
others . . . by its very nature then, role conflict would be expected to be 

measured by only stress-worded and externally-oriented items”  



 
 

 FACTOR INTERPRETATIONS AS HYPOTHESES 317 

 

(1983:337). Yet this new definition of role conflict contradicts the 

working definition employed by their own experts, who were able to 

identify comfort-worded, self-oriented role conflict items! Redefining 
the concept negates the validation provided by the panel. Identification 

of the factor as “role conflict” becomes merely an assumption or 

hypothesis. 

An alternate hypothesis is that Factor 2, consisting of negatively 
worded, other-oriented role conflict items, represents “dissatisfaction 

with sent role.” Many studies involving the Rizzo et al. (1970) scales 
have tested the relationship of role conflict to various aspects of job 

satisfaction. Indeed, meta-analyses by Fisher and Gitelson (1983) and 

Jackson and Schuler (1985) found that the strongest mean correlate of 
“role conflict” was “dissatisfaction with supervisor”. Since employees' 

roles are usually sent by supervisors, it is hardly surprising that a scale 

measuring dissatisfaction with sent role would be strongly correlated 
with scales measuring dissatisfaction with supervisor. 

As evidence of the validity of the original Rizzo et al. scales, House 
et al. cited high correlations between the Rizzo scales and House's 

Factors 1 and 2. On the basis of those correlations they suggested “that 

role conflict and ambiguity are not artifactual constructs and that 
continued use of the Rizzo et al. scales may be warranted” (House et 

al., 1983: 337). But Factors 1 and 2 contain many items from the 

original Rizzo et al. scales, and House et al. indicate no correction for 

this in their correlations. Even if we ignore this apparent flaw, the 
correlations cannot demonstrate validity of the Rizzo et al. role conflict 

scale, because the “role conflict” interpretation of Factor 2 is not 

validated. 

We are left with the conclusion that dozens of studies supposedly of 

role conflict have been conducted with an instrument that may measure 
something more like dissatisfaction with sent role. Once an error of 

this sort gets into the literature, it becomes very difficult to correct it. 

Jackson and Schuler (1985), for instance, averred that House et al. had 
successfully validated the role conflict scale. The lesson still has not 

been learned. 

 

TESTING FACTOR INTERPRETATIONS 

To resolve problems such as those described above, factor interpret-
ations should be treated as hypotheses and tested. Such testing should 

be part of the design of any study employing factor analysis, whether 

for exploratory or confirmatory purposes, if the resulting factors are to 

be used for further research or scale construction. When factor labels 
are not validated, however, they can be tested later by anyone who 

questions their validity, provided that the authors have published 

sufficient information about the factor analysis. 
 

DEVELOPING ALTERNATE HYPOTHESES 

The key to testing factor interpretations properly is to be aware of  
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alternate hypotheses. Consideration of alternatives with respect to 

factor structure is fairly common and LISREL, as noted, provides tests 

for the goodness of fit of hypothetical structures (Jöreskog & Sörbom 
1982). Yet researchers seldom develop or test alternate hypotheses 

about the interpretation of factors having a given structure. Where 

might one look for alternative interpretations? 

WORDING OF ITEMS. We have already seen that the wording of 

items may account for a factor, as in the role stress scales. People may 
also respond to key words or the format of items. For instance, Factor 

8 in the previously noted study by Greenhalgh et al. (1985) was labeled 

“Intelligence,” yet the single item loading strongly (.84) on this factor 
is also the only paper and pencil measure in the battery of personality 

tests. Mode of measurement, rather than content of scale, might be the 

dimension reflected by this factor. 

Another example is found in the development by Lawler and Hall 
(1970) of scales to measure job satisfaction, job involvement, and 
intrinsic motivation. In these scales the job satisfaction items are 

sentence fragments to which people give two responses: (a) how much 

of the factor mentioned in the item is present in the job, and (b) how 

much of it should be present? These items are scored by subtracting a 
from b. Job involvement and intrinsic motivation items, on the other 

hand, are complete sentences and responses are scored directly. 

Factor analysis of responses to these scales showed that, as 
expected, the job satisfaction items formed a distinct factor by 

themselves (Lawler & Hall 1970). The meaning of this result is 
unclear, however, because the content of the items is totally 

confounded with both the method of scoring and the completeness of 

sentences. With equal justification this factor could be labeled job 
satisfaction, subtractive scoring, or incomplete sentences! A  

conservative approach would suggest that concrete differences such as 

wording or scoring must be eliminated as sources of a factor before 
hypotheses of more abstract meaning can be accepted. 

When the items in two separate scales are similarly worded, it 
would be reasonable to expect similarity of factor structure. Lack of 

such similarity would be cause to question the meaning or source of 

the factors. For example, Miller and Doyle (1987) asked 276 

information system (IS) users to rate 38 attributes of their IS according 
to performance and importance. The performance ratings displayed a 

very different factor structure from the importance ratings, although 

the items were otherwise identical. Yet Miller and Doyle simply 
explained away the difference and accepted the performance factors as 

meaningful, rather than expressing skepticism about them. 

GENERAL RESPONSE TENDENCIES. Alternative interpretations of 

factors may be suggested by published work on general response 
tendencies. For instance, Rotter (1966) found a single major factor in 

items referring to internal or external locus of control. He hypothesized 

that it represented a dimension of generalized belief that one can or 
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cannot control one's destiny. If such a generalized response exists, it 

should be considered and eliminated as the source of a factor before 

other, more specific, sources are tested. The first factor extracted in 
factor analysis is particularly likely to represent such a general 

response dimension. 

A related general tendency is to attribute cause of behavior to self 
or other (Kelly, 1967). House et al. (1983) found that self/other 

attribution was a contaminant in two of their four role stress factors. It 

can also be shown that self/other wording differences account for a 
significant portion of the variance in published loadings on the fifth 

factor (labeled “Autonomy”) in Hall's (1968) study of professionalism 

scales and Snizek's (1972) replication. 

Osgood, Suci, and Tannenbaum (1957), on the basis of their studies 

with semantic differential scales, postulated another set of general 
response tendencies. They found that, when items consist of statements 

about an object, respondents tend to evaluate the object; that is, they 

respond to a “good/bad” dimension in many of the items. Other 
general factors found by Osgood et al., when the items permitted, were 

potency and activity of the object, sometimes combined as dynamism. 

If these are general response tendencies, then we might expect them 
to show up unbidden in responses to scales designed to measure other 

variables. For example, the single factor found by Sullivan et al. 
(1981), which loaded most highly on “Expectancy of good 

relationship,” might actually be a general evaluative factor. Similarly, 

Tracy (1987) hypothesized that the two major factors found in the 
Ohio State leader behavior studies (Stogdill & Coons, 1957), labeled 

Consideration and Initiating Structure, actually reflect evaluation and 

dynamism of the leader, respectively. Examination of Consideration 

scale items reveals that they describe leader behavior likely to be 
regarded as inherently good, whereas acts of Initiating Structure might  

be considered good or bad, depending on the situation. Likewise, the 

behavior described by Initiating Structure items is likely to be seen as 
dynamic (i.e., strong, active) leadership, whereas Consideration items 

vary in forcefulness. 

TESTING FACTOR INTERPRETATION HYPOTHESES. 

Whether interpretation alternatives are available or only one 
meaning can be seen for a factor, it is important to remember that an 

interpretation is only a hypothesis until it is tested. We have already 
noted one method of testing, namely, the inclusion of one or more 

items that directly express the intended meaning of a scale. This is a 

special case of comparing a new scale or factor with one of known 

meaning. 

COMPARISON. Comparing a new scale with an established measure 

of the dimension in question is a classical method of external 

validation. For example, new tests of mental or scholastic ability are 

usually compared with the Stanford-Binet IQ test. Even when there is 
no well-accepted measure of a construct against which to test a new 
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scale, comparison of scales may be useful for construct validation. It 

may also uncover problems in scale interpretation. 

One comparison technique is to use two or more scales to gather 
data from the same respondents and then factor all scale responses 

together. Using this method, Ferratt, Dunham, and Pierce (1981) found 
a lack of discriminant validity between certain self-report measures of 

job characteristics and job satisfaction. Examination of items that 

loaded highly on factors representing both constructs revealed that 

many items on the Job Descriptive Index (Smith, Kendall, & Hulin 
1969) and the Minnesota Satisfaction Questionnaire (Weiss, Dawis, 

England & Lofquist, 1967), although designed to measure job 

satisfaction, also measure job characteristics. Thus, results of studies 
using the instruments to test hypotheses about linkages between job 

characteristics and job satisfaction may be misleading or meaningless. 

ANALYSIS OF VARIANCE. Analysis of variance (ANOVA) provides 

a means for testing factor interpretations directly, if items can be 
clearly classified (e.g., attributed to self or other). Such classifications 

may be tested as predictor variables with factor loadings as the 

dependent variable. ANOVA permits significance testing of a 

classification variable as a predictor of observed factor loadings, as 
well as estimation (by means of the omega-squared statistic) of the 

proportion of variance accounted for. An example of the use of 

ANOVA for this purpose is the aforementioned analysis of role stress 
scales by Tracy and Johnson (1981). 

Multidimensional scales and alternate interpretations of factors may 
similarly be tested by means of multivariate analysis of variance 

(MANOVA). Interaction between dimensions may also be tested. For 

example, Tracy and Johnson (1983) employed MANOVA to test the 
hypothesis that variance in factor loadings on role stress items is 

significantly related to interaction between role conflict and attribution 

to self or other. 

PANEL RATINGS. Panels of experts or nonexperts may be asked to 

sort items into categories or to rate them along continuous dimensions. 

This may be done a priori, as in the House et al. (1983) study described 

earlier, or post hoc, as in Tracy's (1987) study of factors found in the 

development of the Leader Behavior Description Questionnaire 
(LBDQ). In that study two panels of nonexperts were each asked to 

rate 30 items from the LBDQ along a pair of dimensions. (Nonexperts 

were chosen, rather than experts, because the factors were derived 
from nonexpert responses to the LBDQ; experts might see dimensions 

that ordinary people do not respond to.) One panel rated the items on 

the “considerate” to “inconsiderate and “initiating much structure” to 

“initiating no structure” dimensions identified by Halpin and Winer 
(1957), which were never properly validated (Bass, 1981: 360). The 

other panel rated the items on “good, desirable” to “bad, undesirable” 
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and “strong, active” to “weak, passive” dimensions derived from the 

work of Osgood, Suci, and Tannenbaum. (1957). 

The items were rated on 5-point scales. Item mean ratings for each 
dimension provided vectors of item “loadings” that were compared 

with the factor loadings reported by Halpin and Winer (1957). 

Comparison was by means of partial correlations, which permitted 

simulation of the orthogonality of the factors. The correlations were 
used to test how well each interpretive dimension matched a factor, as 

well as to explore the perceived independence and purity of the 

dimensions. Results indicated that, although consideration and 
initiating structure are valid labels for the two factors, the sets of items 

are strongly contaminated with judgments of goodness and dynamism, 

respectively. These contaminants would invalidate the use of the scales 

to test hypotheses that posit a link between leader behavior and 
judgments of that behavior, such as satisfaction. Dozens of studies 

have used the scales for that purpose. 

A variant of the panel technique is the use of published sources as a 
means of categorizing items. To test his theory that conservatism and 

liberalism are not polar opposites, but rather are subsets of social 
attitudes having different criteria, Kerlinger (1972) extracted a large 

number of conservative referents from the literature on conservatism, 

and liberal referents from systematic discussions of liberalism. To 
these he added published referents for the educational philosophies of 

traditionalism and progressivism. In each case it was assumed that 

authors had already correctly categorized these referents. 

A scale consisting of 25 conservatism and 25 liberalism referents 

was constructed and administered to a combined sample of 530 people. 
A six-factor solution was rotated obliquely by the promax method to 

produce three factors labeled “Religiosity,” “Educational 

Traditionalism,” and “Economic Conservatism” with high loadings 
(.30 to .78) of conservatism referents, and three factors labeled “Civil 

Rights,” “Child-Centered Education,” and “Social Liberalism” that 

were loaded highly (.37 to .60) with liberalism referents. 

Although the labels of the factors were post hoc, the structure of the 
factors clearly reflected the conservatism/traditionalism and 

liberalism/progressivism categories established for the items. Kerlinger 
sought to emphasize this by means of a second-order factor analysis of 

the correlations among the six primary factor vectors. Second-order 

analysis revealed two distinct orthogonal factors. The first had strong 
loadings (.68 to .78) of the three “conservative” first-order factors and 

weak loadings (-.22 to .19) of the three “liberal” first-order factors. 

The second had strong loadings (.61 to .65) of the three “liberal” first-
order factors and weak loadings (-.12 to .04) of the “conservative” 

first-order factors. 
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From this analysis Kerlinger found support for his theory that 

conservatism and liberalism are not bipolar attitudes. The difficulty 
with this conclusion is that he lacked full control of his “panel” of 

experts. The method of gathering referents from categorical literature 

caused the items (i.e., referents) to be expressions of positive values, 
not negative ones. In general the opposites of these referents were not 

listed. For example, capitalism was listed, but not socialism; private 

property, but not public property; racial integration, but not racial 

segregation; religion, but not secularism. What is the opposite of 
“child-centred curriculum,” a progressive referent? Is it teacher-

centred, parent-centred, or society-centred curriculum? The point is 

that we don't know whether any of these would have been chosen as a 
traditionalist referent, because they weren't listed in the instrument. In 

this instance, second-order factor analysis could only reveal what was 

built into the structure of the items. 

Panels and published sources are useful in categorizing items and 

testing factor interpretations, but care must be exercised to assure that 
the items express the full range of the domain to be tested. Whatever 

the method of testing, validation of factor interpretations and scale 

labels begins with careful selection of items. As Comrey (1978: 649) 
points out, the researcher “should start with a first-stage conception of 

what the factor structure should be like in the domain.” At the same 

time, the researcher should not try “to force the results to confirm that 

original conception (but) at all times be alert to evidence that the data 
poorly confirm that conception and take steps to revise it accordingly.” 

It is precisely this last bit of advice that seems so often to have been 

ignored in the foregoing examples. 

 

SUMMARY 

To recapitulate, factor interpretations are hypotheses that should be 
tested before being used in research or to label a published scale. 

Mislabeling and misinterpretation of factors can have serious long-

term consequences. Once a factor has been named and a scale has been 

developed from it, people tend to assume that the scale measures 
whatever the label says it measures. Some of the foregoing examples 

indicate, however, that reliance on the name of a scale may result in 

research that is trivial or tautological, and may cause misinterpretation 
of findings. Proper validation of factor interpretations, though time- 

consuming, will avoid the waste of even more time on research with 

invalid or contaminated instruments and on dissemination of  is 

leading results. 

Validity of factor interpretations may be tested in several ways: 

1. The factor or a score derived from it may be correlated with a 

validated standard measure or with an experimental manipulation of 
the hypothesized variable. 
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2. An item or items directly expressing the expected meaning of a 

factor may be incorporated in the analysis and used to identify the 
factor. 

3. A panel or published sources may be used to establish a priori 
meanings of items; a factor that corresponds to only one category of 

meaning is thus identified. (Experts may not categorize items in the 

same way that naive respondents are likely to see them, however.) 

4. Alternate hypotheses about the meaning of a factor may be 

developed and tested by means such as analysis of variance or 
correlation of factor loadings with panel ratings of the items along 

suspected dimensions. 

5. Confirmatory factor analysis may be employed to test the 
hypothesized factor structure. 

Researchers and practitioners who intend to use a published scale 
that has been developed by means of factor analysis are advised to 
check the validation carefully. Here are some steps that may help: 

1. Examine the items of a scale carefully. Do they make sense to 
you as indicators of the named dimension? If you approach the items 

with an open mind, you may see another dimension in them. 

2. When there are multiple scales, look for common elements in 
one scale, such as key words or format, that differentiate it from other 

scales. Such a common element could be the true reason, or at least 
part of the reason, that the items formed a factor. 

3. Did the factors turn out as expected, fitting the a priori structure 
built into the items? Or did the developer(s) of the scale have to 

explain some discrepant results of the factor analysis? Beware of such 

explanations. Factor analysis alone cannot validate a scale, but it can 
indicate lack of validity.  

Finally, in reading reports of studies that employ multiple 
psychometric scales, consider whether two or more of the scales may 

be tapping the same basic dimension, regardless of label. Given the 

imprecision of our psychometric instruments, it is often difficult to 
distinguish significant findings from hidden tautologies. 
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